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Current debates on AI are polarized by extreme optimism and pessimism. 

Too many current debates about Artificial Intelligence (AI) are driven by extreme 

positions, both optimistic and pessimistic. Many tech CEOs and influential scientists hail 

AI as a savior for humanity, others as an existential threat. At AlgorithmWatch, we take 

current, short-term, mid-term, as well as long-term risks from the development and use 

of highly powerful AI systems seriously.  

That said, we also see analytic weaknesses that undermine effective AI governance 

when extreme positions like "superintelligence" or "Artificial General Intelligence (AGI)" 

receive outsized attention in the debate, while highly capable models already demand 

urgent governance. 

AlgorithmWatch takes long-term risks seriously but rejects AGI as the sole focus. 

The work of AlgorithmWatch is focused on real, current, and immediate challenges and 

benefits from AI that manifest in the present or the near future. 

We believe in also considering long-term risks to society from AI, and in ensuring we use 

evidence to achieve genuine positive impact. These two positions are also held, 

respectively, by schools of thought known as “longtermism” and “effective altruism.” 

However, in our view, these two schools of thought show gaps and weaknesses when 

applied to the social and political impacts of AI. They have also attracted powerful 

supporters and receive outsized resources, as they align well with Silicon Valley’s 

technological ambition, ideological underpinnings, and allied political activity, especially 

from the current US administration. 

By highlighting these criticisms and weaknesses, we demonstrate why we at 

AlgorithmWatch take a different, and we argue more appropriate, approach to priority 

setting. 
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Philosophical weaknesses of AGI, EA, and Longtermist 

perspectives 

The philosophical weaknesses are, in brief: 

 Technological determinism: Narratives about AI systems developing into some 

form of "superintelligence" or "AGI" assume technology ever progresses 

inevitably. In this way, the speculative assumption about the future existence of 

AGI (with some degree of probability) becomes the given assumption. This (non-

evidence-based) assumption then influences all other policy choices as a 

constraint, instead of being one policy outcome that may be promoted or 

avoided like others. 

 False precision and uncertainty: Mimicking the rigor of mathematics in moral 

and political arguments is a mere pretense of theoretical rigor as it masks our 

ignorance and uncertainty about the future. However, the apparent clarity can 

be appealing to powerful decision-makers. 

 Illusion of neutrality: Related to the above, the abstractions focus on long-term, 

low-disagreement, high-stakes risks (namely the continued existence of 

humanity). This can seem neutral, but actually directs attention onto imagined 

catastrophes with large hypothetical numbers, away from harder-to-quantify but 

immediate impacts. This also avoids serious confrontation with legitimate 

democratic questions and complex trade-offs which go beyond a technological 

scope. 

 

   

    Definitions  

 AGI/superintelligence: Hypothetical systems with general cognitive abilities 

(for superintelligence: exceeding those of humans across most domains). 

These should not be treated as an inevitable future of AI. 

 Effective Altruism (EA): A contemporary approach advocating an evidence-

based approach in matters of beneficence, coupled with the widespread belief 

by its practitioners that such an approach should be characterized by impartial 

calculations (as exemplified by utilitarianism) and a narrow view of human 

reason, derived from quantitative or formal frameworks in decision theory and 

economics. 

 Longtermism: The idea that far-future effects of our actions (how they 

influence the probability of extinction, for example) should dominate decision-

making relative to present concerns (the probability of human extinction is 

given more weight than present-day improvements, like building a hospital, for 

example). 
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Technological Determinism in AI Discourse 

Many leading proponents of AI treat the development of superintelligence/AGI as 

inevitable. “We are now confident we know how to build AGI as we have traditionally 

understood it,” declared OpenAI CEO Sam Altman,1 claiming that AGI could be achieved 

in 2025 and that it is now simply an engineering problem.2  

As the highly influential longtermist philosopher William MacAskill and effective altruist 

Fin Moorhouse explain: “At the moment, the effective cognitive labor from AI models is 

increasing more than twenty times over, every year... For business to go on as usual, 

then current trends – in pre-training efficiency, post-training enhancements, scaling 

training runs and inference compute – must effectively grind to a halt.”3  

Many such arguments also claim that, if we are destined to achieve AI with power equal 

to the human mind, this can be used to further improve AI and at that point, an era of 

unimaginable AI powers and risks inevitably emerges.  

In the positive, optimistic framing put about by many proponents of unconstrained AI 

development, the coming of AGI is seen as the moment at which all questions of 

political governance are reconfigured; many new solutions become possible as AGI puts 

at the disposal of humanity large quantities of almost instantaneous intellectual work. 

As MacAskill and Moorehouse write in Preparing for the Intelligence Explosion, “one 

tempting plan is to ensure superintelligent AI is aligned, then rely on it to solve our 

other problems. This does make sense in many cases.” Although they do not mention 

the environment, others have used the example that AI will help us develop 

commercially viable fusion power, and all environmental challenges will sort themselves 

out.4  

In the pessimist scenario in which AGI level or superintelligent agents are not aligned 

with human goals, radically different governance problems emerge. This scenario 

implies an unprecedented level of risk: a concrete possibility of human extinction or 

subjugation that dwarfs the significance of all other problems. Moreover, proponents 

say, this scenario needs to be prevented as an urgent priority rather than reacted to, as 

the combined speed and sophistication of superintelligent responses makes them 

unbeatable. As MacAskill and Moorehouse continue in their analysis, “some challenges 

will arise before superintelligence can help, and some solutions need to be started well 

in advance.”5  

This is evident in how resources are allocated. Since 2023, OpenAI has launched grants 

specifically for “technical research towards the alignment and safety of superhuman AI 

systems,” while Open Philanthropy has directed $336 million to AI safety research 

focused on alignment.6 The UK's Alignment Project, backed by “an international 

coalition of governments, industry, venture capital and philanthropic funders,” including 

the UK Security Institute and the Canadian AI Safety Institute, aims to ensure “AI 
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systems operate according to our goals” because “today's methods for training and 

controlling AI systems are likely insufficient for the systems of tomorrow.”7 

In this way, the AGI and/or superintelligence as destiny framing becomes the most urgent 

question for humanity, above those of democratic governance, planetary boundaries, 

and corporate accountability. In the above analysis, for example, long-term problems 

like environmental degradation due to intense energy use in the race to AGI (and then 

superintelligence) are not mentioned once. But what if the purported AI-driven 

development of fusion does not come fast enough, or is insufficient? Or what if the AI 

solutions help address overall energy use, but not differential impacts like water 

usage?8 What agency does this framing give citizens and their governments? Instead of 

asking what kinds of AI systems we want (and by whom they should be developed 

under what constraints), the debate becomes about how to align superintelligence with 

human values, given that it is coming. 

While near-term accountability work and long-term safety research could theoretically 

inform each other, this complementarity breaks down when longtermist frameworks 

treat existential risks as categorically more important than present harms. This follows 

directly from: 

 expected value calculations that multiply across infinite future generations,  

 cost/benefit analysis that does not allow for recognizing deontological principles 

(e.g., human rights) that are oriented at values such as dignity and autonomy, 

 the treatment of uncertainty through formalized decision theory that obscures 

its speculative nature, 

 the institutional dynamics where those controlling the “long-term” narrative also 

mobilize significant resources. 

As long as these frameworks dominate, genuine dialogue remains impossible. The 

longtermist position cannot recognize present harms as comparably important without 

abandoning its effective-altruist and formalist core quantitative methodology. Until 

longtermist approaches abandon the risk assessment methodologies that assign 

overwhelming expected value to preventing low-probability extinction events, near-

term and long-term perspectives remain structurally at odds – not because they are 

incompatible, but because one framework is designed to override the other. 

 

False Precision and Uncertainty 

Frameworks that have been developed to gauge uncertainty and estimate future 

outcomes are being used problematically, in a way that supports the priorities set by 

companies even without relying on the technologically determinist lens. This approach 

is most prominently seen in quantitative risk assessment frameworks that underpin 

effective altruism and longtermism, which combine probability estimates and expected 
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value calculations, leading to the thesis that the distant future consequences of our 

actions should dominate decision-making.9   

The mathematical logic is simple but problematic: Multiply even a 1% chance of a 

consequence that influences virtually infinite future generations, and the value of that 

consequence is magnified in a way that no consequence only affecting the present can 

match. So, for example, preventing AI extinction becomes humanity's top priority 

regardless of other urgent needs. Once existential risk is on the table, no matter how 

speculative the probability that a current action may cause it, any other concern with 

mere present consequences, e.g., respect for human rights of current generations, can 

be dismissed as unimportant by comparison.  

This approach trades on false certainty. One problem is that gauging uncertainty 

conflates two different types of probability. Expected utility theory ideally works with 

objective probabilities – frequencies observed through repeated trials, like coin flips. 

But AGI probabilities are subjective assessments collected by polling experts about 

unprecedented developments. When researchers survey AI scientists about the 

probability of human-level AI by 2030, they collect personal judgments, not objective 

data.10 

The second aspect of false certainty concerns potential biases around causal pathways. 

Longtermist frameworks may systematically underweight risks with complex causal 

chains. The chain <human rights violations → democratic erosion → coordination 

failure → inability to address existential threats> represents a comparably plausible 

pathway to civilizational collapse as AI misalignment, yet receives far less longtermist 

attention. This creates a methodological blind spot where risks with shorter, more 

model-able pathways get prioritized over other dangerous institutional risks. This 

argument would require empirical research to further elaborate the prevalence and 

impacts of such biases in detail, but it is important to consider how frameworks 

claiming to optimize for long-term flourishing of the human race may systematically 

undervalue the institutional foundations that make flourishing of society and 

democracy possible.  

Empirical-sounding estimations of AI risk now appear in the writings of philosophers, 

seemingly in the service of concrete agenda-setting goals.11 Clearly, their scientific 

authoritativeness is highly disputable. But it has real consequences: By treating 

speculative future disasters as mathematically calculable, it redirects attention and 

resources away from AI's concrete harms today toward imagined catastrophes 

tomorrow. 

 

The Illusion of Neutrality 

Longtermism appears plausible because it focuses on outcomes that almost everyone 

agrees are bad, and effective altruism frameworks give this narrative a veneer of 
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neutrality. Human extinction, domination by unaligned AI, and loss of future potential 

seem like universal concerns. Combined with claims that future generations matter as 

much as present ones, this produces seemingly overwhelming reasons to focus on 

existential risk. 

If these approaches get formalized into mathematical frameworks, they appear neutral 

but actually favor certain stances. The mathematics makes it seemingly easy to calculate 

massive future benefits (preventing extinction of trillions, almost an infinite value) but 

implausible to weigh in present moral concerns such as human dignity or justice as 

something comparable to extinction. Contrary to what eminent longtermist thinkers 

claim, Kantian “moral worth” does not scale into a calculable quantity that can swamp 

current duties.12 

In other words, the illusion of neutrality consists in the fact that other moral views and 

intuitions are implicitly down-weighted – not because they are less valid, but because 

they are less mathematically tractable. Certain frameworks look like balanced synthesis 

but work as a device to unleash utilitarian dominance over other ways of thinking about 

ethics, such as more rights-oriented frameworks where violations of basic rights cannot 

simply be outweighed by benefits elsewhere.13 

In concluding we should note that we can distinguish between longtermism's valid 

moral claim – that future individuals matter, and we should take steps to ensure a 

decent world for them – and the problematic intellectual apparatus that accompanies it. 

These features are not essential to caring about the future (longtermism as a concept in 

the broad sense); they rather emerge from a particular approach to moral mathematics. 

 

Narrative Influence 

The issues raised above can, unfortunately, be seen as positives to both ambitious 

Silicon Valley companies and many politicians and government officials. The longtermist 

and effective altruist approaches we have discussed above claim neutrality, broad 

agreement on key problems, and the possibility of technical solutions rather than the 

harder task of democratic legitimation and consequent trade-offs. 

Longtermist ethics conveniently focuses on risks that don't threaten current business 

models or investor returns. Whether superintelligence emerges or not, companies face 

no near-term financial consequences – either AI remains controllable (no problem for 

profits) or becomes uncontrollable (profits become irrelevant amid human extinction). 

AI companies can present themselves as ethically responsible through safety research 

while avoiding accountability for more immediate harms to sustainable development. 

Even immediate risks, such as the threat that AIs may pose to the autonomy of human 

users through emotional manipulation, can be neglected when long-term existential risk 

research consumes a substantial portion of alignment funding.14 
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We have already listed some examples of how narrative influence appears in practice, 

but there are more. Influential organizations in the AI policy space include the Future of 

Life Institute and Open Philanthropy (which grew out of GiveWell Labs, founded by 

effective altruists).15 There has been a general encroachment of effective altruist ideas, 

personnel, and money into political and philanthropic spaces, as tracked for example by 

Politico and the European AI and Society Fund.16 Open Philanthropy's Technology Policy 

Fellowship placed Max Katz with Senator Martin Heinrich in 2022. Heinrich 

subsequently became one of only four senators selected by Senate Majority Leader 

Chuck Schumer to lead the US Senate's comprehensive AI policy development through 

year-long "Insight Forums" throughout 2023-2024. This demonstrates direct 

institutional influence channels between effective altruist organizations and key AI 

policymakers.17 

 

The AlgorithmWatch Alternative  

AlgorithmWatch offers an alternative grounded in democracy, rights, and lived impacts. 

At AlgorithmWatch, we recognize there are both immediate and long-term risks of AI, 

including from increasingly powerful models. We are open to borrowing quantitative, 

systematic, and/or forecasting approaches from fields more broadly, beyond the 

constraints of narrow longtermism – as long as they also keep the focus on the issues 

we outline above and the moral principles which we adhere to (that are based on justice 

and autonomy), and don’t let them get lost in numbers, abstraction, and narrow or elite-

driven technical solutions.  

We choose a rights-first, participatory, and evidence-led alternative that addresses 

concrete harms today and tomorrow while installing robust guardrails for the uncertain 

future. This means that we focus on imbalances of power between corporations, 

governments, and affected communities, on democratic legitimacy and inclusive 

governance processes, on localized impacts, shaped by contexts far from Silicon Valley, 

and on technologies that respect accountability and human agency rather than dictate 

governance by their own momentum. 

This work includes, but is not limited to: 

 developing tools for conducting Fundamental Rights Impact Assessments which 

are based on systematic methodologies to compare and evaluate risks, but 

which also explicitly address the limitations of such approaches and embed 

diverse input and evaluation into the methodology;  

 conducting research into LLM uses which encompass both specific local contexts 

and broader risks – as seen, for example, in our work on safeguards against 

election misinformation in last years’ regional elections in Germany and national 
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elections in Switzerland, where we highlighted how safeguards did not effectively 

recognize and protect regional political candidates;18 

 journalistic and human-centered investigations which expose the real impacts of 

AI in particular contexts, whether through the expansion of data centers into 

many communities in Europe,19 conditions of workers training AI,20 or 

experiences of algorithmic discrimination21 – to give just a few examples. 

What is at stake is not whether humanity survives an abstract future intelligence, but 

whether we choose to govern the systems we are already building in ways that expand 

freedom, justice, autonomy, and sustainability rather than restrict it. The future of AI is 

not written in the stars but in parliaments, workplaces, and communities. Grand 

narratives about superintelligence may dazzle, but it is the quieter work of building 

accountability, sharing power, and protecting rights that will determine whether AI 

strengthens or undermines democracy.  

This is where our attention belongs. If longtermist framings invite us to imagine eternity, 

our task is more immediate and no less ambitious: to ensure that today’s decisions 

about AI leave behind institutions capable of facing whatever future arrives. 
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